
IARRC 2015: Viking Robotics

Waterloo Collegiate Institute

Abstract—The following report outlines the design of

the IARRC car assembled by the 2015 Viking Robotics

team at Waterloo Collegiate Institute from Waterloo,

Canada. It is divided into several major sections that

discuss team organization, software, hardware and the

limits of our budget as well as various innovative ideas to

get around it. Furthermore, the intelligence aspects of the

vehicle along with numerous improvements to successfully

address the given objectives are also summarized. There

were many challenges that arose throughout this process

due to the inexperience of many of the members as well as

being heavily limited financially. However, most of them

were overcome, thus giving rise to Thor.

I. INTRODUCTION AND HISTORY

Hailing from Waterloo Collegiate Institute, a high

school located in Waterloo, Canada, the Viking Robotics

team is comprised of high school students from grades

9 to 12. This meant that the team consisted of a mix of

completely new members, intermediate-level members,

and seasoned veterans—most of our members have

never built a robot before and had little to no experience

with basic programming before joining Viking Robotics,

much less algorithms that are needed to make a properly

working autonomous car. Entering the last IARRC,

however, proved to be such a fruitful and promising

experience, that the team chose to do it again.

Unfortunately, most of the members from the pre-

vious years competition have graduated, which meant

that the team had to start fresh this year. Fortunately,

because the groundwork had already been laid and many

mistakes had already been made, the focus this year

shifted from hacking together a robot/car from scratch

to coming up with strong algorithms and improving

the build and efficiency of our robot: we were able

to focus on the truly complex aspects of the program.

Throughout this whole undertaking, our tight budget

was our biggest limiting factor. Getting around this

was a challenge that required numerous detours and

workarounds to accomplish certain tasks that would

have been easy otherwise.

Throughout this report, we outline the details on our

robot, from both the hardware and the software sides

of things. Different iterations and components of our

navigation algorithm are highlighted here, as well as

the hardware adjustments and improvements made since

last year.

II. SOFTWARE

Due to our low budget, our teams task of finding

adequate navigation algorithms was increased in com-

plexity. For this competition, our robot is limited to

an ultrasonic sensor, for crash aversion, and a camera,

for all other navigational purposes. Our software team

took many different approaches and iterations to the

navigation problem: we outline each of them, and the

technology behind them, below.

A. Preliminary Technology

In order to have a navigation algorithm, the robot

must have a way to read, process, and act on data from



its surroundings. As previously mentioned, since our

team was limited to a single camera as our primary

navigation device, we developed a simple framework

for data processing, depicted in Figure 1 . The diagram

depicts our three sources of environmental data: a cam-

era, reading a visual feed; the ultrasonic sensors, reading

distance from nearby objects; and an estop brake, which

relays a stop message to the robot. Note that due to

the essential nature of the e-stop brake, signals from it

are not even processed—instead, it is wired directly to

the motor circuit. Similarly, because messages from the

ultrasonic sensors are of utmost importance, they are

not sent for processing at the Raspberry Pi; instead, the

Arduino interprets and acts on the signals to ensure that

all crashes are avoided.

Fig. 1: An illustration of the information workflow in
Thor

Before the Raspberry Pi does any real decision-

making, a few processes are performed on the vi-

sual data, to make navigation as accurate as possible.

First, the data is color-thresholded for the color of

the tape, so that the lines become more immediately

visible/recognizable. Using the Python opencv package,

our program prepares the camera feed through a color-

threshold and line-detection algorithm: the thresholded

image and the recognized lines are then passed on to

the main navigation program.

B. Navigation Algorithms

As mentioned earlier, we iterated through many

different models for navigation decision-making, all

based off of solely visual data. They are each outlined

below.

The first algorithm used by the Viking Robotics

Team is a simple yet effective Colour-Counting al-

gorithm. The thresholded visual data is treated as a

two-dimensional array, and the program extracts the

number of non-zero (positively thresholded) pixels. If

the number of these pixels is too low, it will back up.

Otherwise, the robot will turn towards the side with

less pixels. A pictorial demonstration of this program

is shown below (Figure 2 ). This algorithm, despite

its simplicity, proves to be extremely useful due to its

inexpensive nature—while the Raspberry Pi does more

complex image analysis on the feed, colour-counting

is a simple way to make split-second decisions that

would not be possible with more expensive (albeit, more

accurate) algorithms.

Fig. 2: A demonstration of the Colour-Count algorithm
for navigation, a simplistic yet effective strategy.

With the first algorithm complete, we began to look

for intermediate-level algorithms—calculable features

that balance usefulness with computational price. We

settled on slope analysis. This algorithm is slightly more

expensive than a simple colour count, because it also



needs line recognition data, but it also proves to be

more reliable, since it is less prone to noisiness or

large sources of error. The technical details behind slope

analysis are almost exactly as they sound: the robot finds

the two lines most likely to be the edges of the road, and

computes the slope of each of those lines: using these

slopes, it determines whether the robot should move left,

right, or stay on course. This algorithm proved to be one

of the less effective algorithms implemented, due to the

complexity (mathematical, rather than computational) of

the feature calculated, and due to the presence of many

edge cases: sometimes, for example, there were no lines

at all: sometimes the road lines are horizontal, and so

they are discarded, and due to the thickness of the tape,

the slope of some lines can sometimes be skewed.

The last, and by far most complex, algorithm, proved

to be the most effective. It involves building a model that

transforms the two-dimensional image see by the robot

into a three-dimensional model of the real scenario:

once three-dimensional models of the road are created,

making turn-based decisions becomes quite a simple

task. Unfortunately, however, due to the involved nature

of the calculations done here, this algorithm is too ex-

pensive to be the sole feature of our navigation system:

it must be combined with features like colour counting

in order to be truly effective. The mechanism behind

our 3D Transform algorithm is extremely complexed,

and is summarized in a completely separate paper. In

essence, however, all it does is take the top and side

views of the camera and geometrically converts “pixel”

coordinates to real ones.

C. Technology Used

Even though the robot itself is controlled using the

Arduino programming language, all the backend data

processing is done in Python, using a combination of

the scipy, numpy, and opencv packages. Communi-

cation between the Raspberry Pi and the Arduino is

done through USB serial and the pyserial package in

Python. The Arduino constantly runs a program called

car command that continuously reads ultrasonic data

(for crash aversion) and listens for commands issued by

the Python backend on the Raspberry Pi. As described

in the upcoming Hardware section, the Arduino is

wired directly to the ECS of the car, replacing the

radio module, and thus the cars motors are directly

accessible through the common Servo library for the

Arduino. To make matters simpler, our team developed a

library called Bridge for the Arduino and the Raspberry

Pi that handles all serial communications through a

single Python class, allowing the Raspberry Pi to issue

Arduino commands in standard pythonic syntax.

III. HARDWARE

Starting with the Traxxas Slash 4WD Brushless 1/10

Scale RC Car (Figure 4) as the core, the Viking Robotics

team built around it using various parts that are in

accordance with the guidelines set by the IARRC. This

car was chosen due to the recommendation given in

the Basic Design as well as for its excellent torque,

durability and solid build quality. The brushless motor,

four-wheel drive and waterproofing were very attrac-

tive features (additionally, the team was able to get a

discounted price on this particular car, which proved

useful given our limited funds). A comparison of this

car and other cars that were considered can be found in

Figure 3.

From the Traxxas Slash RC car, the unnecessary

radio receiver was removed as it was not needed for

this project. The original Velineon VXL-3s ECS was



Fig. 3: A comparison of the various cars considered

wired to an Arduino along with the servo that controls

the turning of the car. The receiver was thus exchanged

for an Arduino. This was done carefully with the aim

of reassembling the car to its original condition easily

(Figure 4).

Fig. 4: The original state of the Traxxas Slash

Using the Traxxas Slash RC car as a base, a light

wooden board is mounted on top to house the Arduino

UNO which acts as the interface through which the

laptop communicates with the motors and the ultrasonic

sensor. This board is also responsible for holding the

computation platform - Raspberry Pi 2 - as well as the

camera. The car has been fitted with an ultrasonic sensor

that relays information to the Raspberry. A camera is

used for line, traffic light, and cone detection, while the

Raspberry handles all the processing. The Raspberry Pi

2 was chosen because it was relatively easy to attach as

a result of its small form factor. Its 900MHz quad-core

ARM cortex-A7 CPU and 1GB RAM not only makes

it very light but gets the job done. The Arduino UNO is

used to control the main drive motor, the servo that turns

the car and handles simple inputs from the Raspberry

Pi. The Arduino communicates with the Raspberry with

serial communication. The costs of the components are

shown below (Figure 5).

Fig. 5: Tally of costs in the making of Thor

IV. SAFETY

To make sure the car is safe during the challenge,

it has been fitted with two e-stops. One e-stop is

mechanical and is accessed on the car, the other is

wireless. The mechanical e-stop breaks the circuit that

includes the main motors, thereby stopping the car. The

wireless e-stop works using bluetooth communications.

An Arduino on board the car with a bluetooth receiver

waits for a certain command via bluetooth and then

sends a stop command to the central computer, which

has a dedicated thread that listens for this command.

V. CONCLUSION

This has been another successful year for Viking

Robotics, and we thank the University of Waterloo for

allowing us to participate in this comptetion for the

second year in a row. Once again, this year has not come

without its challenges: in particular, the difficulties faced

by our team this year were even higher in complexity—

with all the groundwork laid, we had the opportunity



to address more subtle, and also more important prob-

lems, from refactoring and rebuilding some hardware

to coming up with completely new and unique software

components, all contributing to our robot as a whole.

Through this design report, we’ve conveyed the

issues, challenges, and innovations made by Viking

Robotics throughout the past year. Despite our limited

budget, we beleive that the innovations and technologies

used in our robot Thor will set us apart.


