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I. INTRODUCTION  

Project CAR (Competitive Autonomous Racer) is an 

undertaking in development by the WE Bots robotic club at The 

University of Western Ontario. It was developed to enter the 

Waterloo International Autonomous Robot Racing Challenge 

(IARRC) 2015. The project combined the efforts of a team of 7 

students working outside of school hours. Project CAR was 

broken up into smaller sub-projects, with each sub-project 

fulfilling a need of the car. Project CAR was designed to be a 

fully autonomous vehicle capable of navigating a race course, 

avoiding other vehicles and starting when a traffic light 

changed. Combining the sub-projects together will implement 

these features in CAR. 

II. DISTRIBUTED PROCESSING   

Early on in the design stage it was decided that 

distributed processing would be used for the various 

components present in Project CAR to allow for easier: work 

distribution, testing/debugging and, project management. This 

also allowed for less data to be transmitted between subsections 

of CAR. For each component of the car an appropriate 

microprocessor was selected to handle the low level processing 

required for operation. Each microprocessor is connected to a 

communication hub dubbed the Master Control Unit (MCU) 

that will act as the “brain board”. It will read processed data 

sent from sensors and use this information to decide how to 

actuate the motors; calculating the path the car must take and 

adjustments need to reach this path. It will then send the motor 

controllers the data they need to reposition the car accordingly.  

This closed loop control system will allow for precise, accurate 

navigation of the car with fast response times.  

It was decided that all communications, except with 

the PI, would be done using I2C with the MCU acting as the 

master. I2C is a fast, well established protocol that is easy to 

use. Many microcontrollers come with I2C peripherals allowing 

for easy use. The PI will communicate with the MCU via USB 

serial because of the ease of configuring the devices. 

For the 

MCU a LinkIt 

ONE is being 

used as both the 

communication 

hub and the 

decision maker of 

CAR (Figure 1).   The LinkIt ONE was chosen based on its fast 

clock speed to be able to handle the decision making process 

and that it is compatible with code written in Arduino. It acts as 

the brain of the car and 

coordinates the efforts of all 

the other components. A 

custom PCB was developed 

to allow for easy connection 

to all the components of the 

car (Figure 2). Power and 

ground rails along the 

headers allow for easier 

power distribution and voltage syncing.  

 
Figure 1- LinkIT board used for the MCU 

 
Figure 2 – Communications 

PCB 
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III. DRIVE SYSTEM  

The car itself is powered by a 2200kV brushless DC 

motor hooked up to a gear box that transfers rotation to the front 

and back wheels, giving the car four-wheel drive (Figure 3).   

This along with the rubber tires 

gives the CAR maximum grip 

while accelerating and breaking. 

Both the front and the back wheels 

have differentials to allow for 

smooth turns without wasting 

power and loosing traction. They 

also have adjustable spring 

suspension to help keep the car 

stable while running over rough terrain. 

The turning assembly is actuated by a titanium gear servo 

motor mounted to the 

inside of the car. It acts 

as the steering column 

for the car, turning the 

front wheels in the 

necessary directions 

(Figure 4).   

Both motors are 

controlled by the MCU via their respective motor drivers which 

are configured to allow for fine acceleration and breaking 

control using an PWM servo signal.  Both motor controllers 

have built in closed loop feedback to fine-tune motor 

performance internality. This runs in addition to the full system 

closed-loop feedback being used by the MCU to drive the car 

providing multiple layers or precise speed control.  

IV. WHEEL VELOCITY FEEDBACK SYSTEM  

To provide proper feedback to the MCU regarding the 

car’s speed a system needed to be developed to accurately and 

quickly measure the velocity of the car.  It was decided that 

encoders would be placed on the wheels to provide precise 

information about the velocity and linear distance which will be 

fed back to the MCU and used in the closed-loop calculations.  

Each wheel will get its own encoder to provide precise rotary 

speed feedback on each separate element of the drive system 

allowing for precise control of acceleration and breaking.  They 

can also be used to calculate the slip of the wheels by comparing 

the MCU’s set speed with the actual speed of each wheel.  This 

allows the MCU to do fast fine-tuning of the drive system.   

   Instead of using off-the-self encoders it was decided 

that customized encoders would be designed using a 

combination of hall-effect sensors and magnets.  A strip magnet 

is secured around the inside circumference of the wheels with a 

Hall-effect sensor mounted just below them.  The Hall-effect 

sensor detects the change in poles as the magnet passes by when 

the wheel rotates, giving a measurement of its rotation.  By 

knowing the diameter of the wheel and the spacing of the poles 

(measured using magnetic paper) this rotation can be converted 

to a speed and distance measurement.  Using Hall-effects gives 

a fine resolution and simplifies installation as it does not require 

anything to be mounted on the axle (simplifying the chassis 

design).   

The Hall-effect chosen was the Allegro A1230.  It 

contains two Hall-effect elements to allow for quadrature 

processing and contains on chip signal processing and noise 

reduction to provide a clean square-wave signal with a 

frequency that is proportional to rotatory speed.  The A1230 is 

connected to a custom PCB 

designed by WE Bots (Figure 5) 

and professionally printed (Figure 

6).  It houses a dsPIC33F series 

microcontroller that processes the 

A1230’s output and sends a highly 

accurate velocity and distance 

 
Figure 3 – Drive System 

Motor 

 
Figure 4 – Drive System Steering  

 
Figure 5 – Wheel Velocity Feedback Circuit 

 
Figure 6 – Encoder Board 
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measurement to the MCU.  This data is then used in conjunction 

with the IMU/GPS and Vision System (to be talked about later) 

to determine what corrections need to be made to the car’s 

speed and path as well as slip in the wheels. 

Using a dedicated microcontroller allows for fast 

updates to the velocity and distance measurements, as each 

wheel will have a dedicated processor measuring their rotary 

speed.  This frees up processing power in the MCU for the 

closed-loop calculations.  This will be especially important in 

the drag race as accurate wheel speeds will be crucial to driving 

the maximum allowed speed and driving in a straight line. 

 

V. VEHICLE LOCALIZATION SYSTEM  

For vehicle localization an IMU (Inertial Motion Unit) 

and GPS (Global Positioning system) were used to provide 

basic course navigation.  The IMU and GPS used for the car 

were integrated onto a custom designed and printed breakout 

circuit board to 

simplify the required 

connections and 

instillation (Figure 7). 

Both modules are 

controlled by a Teensy 

3.1, which performs 

calculations on the 

readings from the IMU’s sensors to obtain the car’s roll, pitch 

and yaw (used to adjust the motors when going up/down hill), 

and obtained longitude, latitude, speed, and heading 

measurements directly from the GPS module (used to navigate 

the course). The Teensy then passes the car’s roll, pitch, yaw, 

longitude, latitude, speed, and heading to the MCU at request 

via I2C which are used in the closed-loop control calculations.  

To track the orientation of the car, the low cost GY-80 

9 DOF IMU was utilized. It uses an ADXL345 accelerometer, 

HMC5883L magnetometer, and L3G4200D gyroscope, all of 

which communicate using I2C. The quality of the components 

were sufficient to obtain orientation, however tracking the 

acceleration of the car was very noisy.  It will be used as a 

general check, however the acceleration obtained from the high 

accuracy encoder will be relied upon as the primary value by 

the MCU. It was initially attempted to write custom code for 

the IMU, but after realizing the challenge of fusing the 9 

degrees of freedom of the sensor, it was decided to adapt the 

open source code from SparkFun’s similar Razor IMU to the 

GY-80 instead. This allowed less time to be spent developing 

the board and spend more time spent developing the vision 

system.  

A Parallax 28146 GPS module is utilized to track the 

approximate location of the car. The error of the GPS, about 

10m, is far too large to track the car’s position on the track, so 

it is simply used to know when to generally slow down for 

corners and the short cut. Velocity and heading are also 

obtained from the GPS, but were not used in the final control 

algorithm (as velocity can be obtained by the Wheel Velocity 

Feedback System). 

VI. VISION SYSTEM  

Project CAR’s vision system consists of a Raspberry 

Pi 2 with a single Raspberry Pi camera and fisheye lens (Figure 

8).  This system was chosen for its low cost and simplicity. 

The software system is fairly simple.  ROS was 

installed on the car’s Pi, and it used only 3 nodes to track the 

course and control the 

vehicle. 

The first node 

was the open source Pi 

camera node for ROS, 

called ‘raspicam’.  The Pi 

camera uses a CSI 

interface instead of USB.  

This gave it a very low overhead, but also required custom 

software.  Thankfully, code didn’t need to written by the WE 

Bots team for low-level access.  The node captures images and 

publishes it into a ROS topic for other nodes to subscribe to. 

The second node constituted the majority of 

development work.  The ‘iarrcMlVision’ node took captured 

frames, performed several image processing functions on each 

 
Figure 7 – Vehicle Localization System  

 
Figure 8 – Vision System Hardware  
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frame to produce features for the controller, and outputted the 

throttle and speed from the controller into another ROS topic.  

The controller was a neural net that was produced using 

MATLAB.  As with many machine learning problems, the 

challenge of making this system was selecting good, fast 

features to use for training, and then coming up with an easy 

and fast to train controller.  Neural nets offer amazing flexibility 

for regression, and MATLAB features an easy to use neural 

nets toolbox, so this appeared to be a relatively easy way to 

produce a good controller.  A more thorough description of how 

this part of the system works can be found in the next section. 

The last node was a simple serial communications 

node, called ‘car_serial_comms’.  It sent and received data from 

the LinkIt ONE that is responsible for controlling the motor and 

servo that the car used to drive and steer.  It could send or 

receive commands for ROS, an important distinction for the 

training and driving modes. 

After the system’s hardware and software was setup, 

there were two main stages to the design plan – training and 

driving.  Training was the process of preparing data and using 

it to tune the car’s neural net controller.  In the driving stage, 

the tuned controller was turned into a ROS node and used to 

direct CAR around a course. 

In training, the car was remote controlled around an 

example track, capturing video, steering angle, and throttle 

using ROS’s rosbag functionality (Figure 9).  The angle and 

throttle measurements acted as tags for machine learning – the 

goal of the controller was attempt to drive around the course in 

the same manner as a human driver. 

The captured rosbags from training on a couple of 

example courses were converted into a MATLAB friendly 

format.  MATLAB’s machine learning tools were then used to 

develop a neural net based controller that would take in a 

selection of features pulled out of each frame to reproduce the 

steering and throttle measurements. 

Feature selection was basically a practice of educated-

guess-and-check development.  Different features were useful 

for finding different objects.  There were four classes of objects 

that needed to be tracked: course boundary lines, cones, the 

finish line, and the start and stop lights. The features used for 

finding each are listed here, with some justification. 

Course lines are tracked using a simple image gradient 

filter, and a search for two pairs of maxima at least some 

distance apart along a horizontal line across the image.  There 

were several lines in the image, and the part of the image above 

the horizon was simply ignored.  The locations of the found 

points were passed on to the neural net as an input. 

Cones were tracked by first converting the image to 

‘orangescale’, where the brightness of a pixel was dictated by 

how orange it was.  This image is then thresholded to allow for 

a search for orange masses – pylons. The location and size of 

the largest N pylons is passed on to the neural net for 

processing.  Note that N is a tunable parameter. 

The finish line was much like the course’s boundary 

lines, but would be closer to horizontal in the camera’s vision.  

Due to the similarity between the two objects, they were tracked 

using a similar process.  The only real difference for the finish 

line detector was that the search lines were horizontal. 

The start and stop lights were not actually fed into the 

neural net for training.  They were just used to disable throttle 

control.  If the light was red, throttle is forced to zero, but if it 

was green the throttle was not limited.  Lights were searched 

for using simple colour thresholding and colour mass detection. 

With the controller trained, a ROS node was created 

from code generated by MATLAB’s C Coder from the neural 

net controller. This node accepted images taken by the 

Raspberry Pi’s camera, extracted features from them, fed these 

features into the neural net, and output steering, throttle, and 

traffic light status.  The steering, and throttle were output to the 

LinkIt ONE motor and servo controller for controlling the car 

(Figure 10). 

 
Figure 9 – Vision System Training Structure  
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While driving, the vision system actually has the 

lowest precedence in controlling the car – other sensors warn of 

nearby objects that the vision system wasn’t trained for.  The 

other sensors are more robust for detecting obstacles and other 

vehicles, so that job was left to them.  The purpose of the vision 

system was general guidance, it just steered the car in the right 

direction – fine adjustments for obstacle avoidance were not 

within the scope of the vision system for this year (they are dealt 

with by the Collision Avoidance System discussed below). 

The final vision system isn’t a traditional localization 

unit.  The goal was just to produce steering angles and throttles 

that would get the car around the course.  Using counts of the 

number of times the start/finish line has been crossed allowed 

the car to know when it had finished the course, but it was not 

attempted to reconstruct the course using the car’s somewhat 

limited hardware.  

The development of the current vision system was 

more a practice in low-cost, low-power vision than SLAM 

(Simultaneous Localization And Mapping).  This allowed 

navigation of the course using a very low cost system – the sum 

of the costs of the components in the vision system was about 

$72, much less than other systems. 

 Next year WE Bots would like to use a more 

traditional SLAM system, if only for practice.  A  Lidar or 

stereo vision system could be used, or even something more 

like a Kinect to attempt to produce a full map off the course 

while driving around it.  This would allow for much higher 

quality localization, greatly improving the performance of 

Project CAR in events. 

VII. COLLISION AVOIDANCE SYSTEM  

 

Along with its Raspberry PI vision system, CAR uses 

and IR and ultrasound Collision Avoidance System. The car 

will use these systems to detect and plan for deviation from its 

calculated path in the closed loop control. 

Since incredibly fast response times are needed for 

collision avoidance the Collision Avoidance System is 

implemented directly in the MCU (avoiding communication 

times). The system will utilize a SR04 ultrasonic module to 

create a forward avoidance envelope of 4 meters to the front 

and 15 degrees coverage.  The ultrasonic sensor will essentially 

act as a “front-bumper” warning the car of immediate obstacles 

in the way. To enhance this envelope two servo controlled IR 

ranging sensors will be mounted facing the sides of the car 

increasing the perimeter within a 1.5 meter distance expanding 

coverage to 180 degrees on each side.  These will be used to 

detect other cars coming along side Project CAR, allowing the 

MCU to make to correct 

deviations to avoid a 

collision (Figure 11).  

The Collision 

Avoidance System is 

part of the whole 

distributed control 

structure and through 

I2C communications 

with the MCU factoring 

in to the closed-loop path calculations.  It will ensure that the 

car avoids collisions with both static objects and other moving 

cars.  

  As a backup incase the MCU could not handle the 

extra processing power required to run the Collision Avoidance 

System an alternate control PCB was made using the same 

design as the Wheel Velocity Feedback System board, with a 

slight variation.  The Wheel Velocity Feedback System board 

was designed such that when populated one way it can be used 

for the hall-effect sensor and when populated the other way it 

can serve as the control board for the Collision Avoidance 

System; using the dsPIC33F to read ultrasonic and IR sensors 

as well as controlling the servo sweep.  This allowed simplified 

 
Figure 10 – Vision System Driving Method 

 
Figure 11 – Collision Avoidance 

System Detection Areas  
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the design process and allowed for sharing of parts between the 

two systems if necessary.   

VIII. POWER SYSTEM  

 

Project Car is powered by a Rhino 4000mAh 6-cell 

lithium polymer battery 

(Figure 12). This type of 

battery was selected 

because of its high power 

density which will allows 

the car to have a long 

operating time without 

adding an excessive amount of weight to the vehicle. The 

battery is monitored and controlled by a custom intelligent low 

power monitoring and shutdown circuit controlled by a 

PIC16F917 (Figure 12).  Each cell is individually monitored to 

ensure that the voltage across each cell is within the 

recommended operating voltage of 3V – 4.2V. The total current 

flow supplied by the battery is also tracked to ensure that it’s 

less than the recommended discharge rating. The discharge 

rating for this battery is 25 times the capacity of the battery 

which means that the battery can supply a maximum current of 

100A. These measured values are communicated to a LCD 

screen located on the top of the car so that the life of the battery 

can be checked in between runs as well as to the main control 

board via I2C, so that it 

may wirelessly 

transmit the readings to 

a remote monitoring 

station (Figure 13).  

The monitoring of the individual battery cells proved 

potentially problematic as there are few low-power voltage 

monitoring systems 

capable of handling up 

to 25.2 volts. The 

solution that was 

decided on for this 

project was to use 

switchable voltage 

divider (Figure 14). A 

switchable voltage divider is connected to each of the batteries 

cells to drop the cell voltage down to a level that the controller 

can measure. The voltage divider’s ability to be switched on or 

off allows them to only consume power when the cells are being 

measured which results in a very low power voltage 

measurement technique.  

In the case that any of the monitored values are outside 

of the recommended operating ranges, the control circuitry can 

disconnect the power from the battery with the use of an array 

of N-Channel MOSFETs. Multiple MOSFETs with ultra-low 

on resistances are required to reduce the amount of heat 

generated per MOSFET during operation.  

To eliminate any power consumption when the car is 

not running, power to the controller interrupted switching 

circuitry (Figure 15). When 

the car is desired to be 

turned on, a pushbutton is 

pressed that will complete 

the controller’s power 

connection. During boot up 

the controller pulls down the 

gate of the MOSFET so that 

it will be powered even when the pushbutton is released. To 

shut down the system, the controller simply pulls up the 

MOSFET’s gate, which in turn shuts off all connection to the 

battery, protecting it from further (potentially harmful) 

discharge. 

 
Figure 11 – Rhino 4000mAh 6-cell 

lithium polymer battery  

 
Figure 12 – Battery Monitoring Boards 

 
Figure 13 – Battery Monitor LCD 

 
Figure 14 – Switching Voltage Divider  

 
Figure 15 – Switching Circuitry 
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IX. CHASSIS DESIGN  

 

The chassis is made of a purchased base with custom 

designed additions to allow mounting of all designed circuitry 

and sensors, as well as covering and protecting the electronics 

from damage and environmental factors (e.g. light rain). The 

base makes up the Drive System (the motor, suspension and 

differential gearing) (Figure 16). The additions have three main 

sections: the drive 

compartment, the 

circuit compartment, 

and the forward 

vision area (Figure 

17). The drive 

compartment covers 

and contains the drive system and related mechanical 

components. It is isolated from the circuitry to ensure that the 

mechanical systems cannot become obstructed by wires or 

overcrowding. The circuit compartment is located above the 

drive compartment. This compartment contains the majority of 

the circuit boards. Largely, the circuit boards are attached to 

mounts shaped to fit each board. These mounts are adjustably 

attached to a rail, to allow for movement, positioning, and 

replacement of the boards as needed. The forward vision area 

is located at the front of the car, and is dedicated to vision 

elements. This includes a Raspberry Pi camera with a wide 

angled lens for the 

Vision System, and 

two IR sensors with 

servos used in the 

Collision Avoidance 

System. The various 

shell sections of the 

chassis are made of 

polycarbonate. 

The chassis additions will be built by laser cutting 

polycarbonate sheets and bending them into shape. These parts 

will then be screwed onto the base. The parts were modeled in 

Solidworks, and the requisite shapes will be cut out of 

polycarbonate sheets by a laser printer. These shapes will be 

bent at the proper locations to the proper angles using a break. 

The Solidworks model is built around a simplified version of 

the base (the large blocks at the ends denote the range of motion 

for the wheel mechanisms) (Figure 18). 

The chassis additions are built up from and around the 

base. Each compartment is secured shut by screws, which can 

be removed for easy access to its contents. The rear of the car 

contains the battery, as well as the start and stop buttons. The 

battery is located in an exterior compartment to allow for easy 

connection and recharging (Figure 19). 

X. SAFETY AND TESTING  

 

Project CAR uses a Bluetooth module connected to the 

MCU to allow for a remote shut off and the collection of 

diagnostic data. In case of an emergency the car can be stopped 

via a wireless connection from a phone or a laptop. If a 

command is sent to the MCU to stop or if communication is lost 

for more than 500ms the MCU will instruct the power board to 

disconnect the supply to the car shutting it off until it is reset by 

a human. To add a measure of redundancy an emergency stop 

button is hardwired into the power circuitry as a backup in case 

the above mentioned method fails.  As another safety 

 
Figure 16 – Chassis Base 

 
Figure 17 – Rough Chassis Design 

Concept 

 
Figure 18 – Chassis CAD model  

 
Figure 19 – Chassis Exploded View  
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precaution LED strips will be placed along the chassis of the 

car to provide extra visibility of the cars positions to onlookers 

while the car is running.  It will also avoid accidents if the car 

is used in low-light situations.  

To test the car reliably in a laboratory setting a fixture 

was built so the car could be run on a table top without it 

moving. Rollers were mounted on a board with a series of L-

brackets mounted around (Figure 20). These rollers allow the 

car’s wheels to spin to simulate motion on a road. The L-

brackets keep the car in place to ensure it does not leave the 

fixture. This has allowed easy testing of the car while running 

in a controlled environment. Further into testing a test track will 

be set up to mimic the conditions of the real race. 

XI. SUMMARY 

 Project CAR is a massive undertaking with a unique 

approach to the IARRC.  By implementing many different 

kinds of sensors and using a distributed processing model many 

measurements and tasks can be completed simultaneously 

using several dedicated processors working in tandem.  This 

frees up the Master Control Unit to focus on the closed-loop 

calculations and driving the car.  It allows for all of the car’s 

functionality to be designed specifically for the tasks it requires, 

leading to an overall increased efficacy and greater feature 

flexibility.  By designing each circuit board and sensor system 

from scratch it also offers an amazing learning opportunity for 

the WE Bots team that buying off-the-shelf components cannot 

compare too (and can lead to reduced project costs).  This 

paradigm of distributed systems drove every design decision in 

Project CAR allowing for many varying and interesting 

solutions.  The WE Bots team looks forward to seeing this 

design develop in the coming years.  

   

 
Figure 20 – Laboratory Test Fixture  


